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Abstract. Computer-assisted orthopedic interventions require surgery
planning based on patient-specific three-dimensional anatomical mod-
els. The state of the art has addressed the automation of this planning
process either through mathematical optimization or supervised learn-
ing, the former requiring a handcrafted objective function and the latter
sufficient training data. In this paper, we propose a completely model-
free and automatic surgery planning approach for femoral osteotomies
based on Deep Reinforcement Learning which is capable of generating
clinical-grade solutions without needing patient data for training. One
of our key contributions is that we solve the real-world task in a sim-
ulation environment tailored to orthopedic interventions based on an
analytical representation of real patient data, in order to overcome con-
vergence, noise, and dimensionality problems. An agent was trained on
simulated anatomy based on Proximal Policy Optimization and inference
was performed on real patient data. A qualitative evaluation with expert
surgeons and a complementary quantitative analysis demonstrated that
our approach was capable of generating clinical-grade planning solutions
from unseen data of eleven patient cases. In eight cases, a direct com-
parison to clinical gold standard (GS) planning solutions was performed,
showing our approach to perform equally good or better in 80 percent
(surgeon 1) respectively 100 percent (surgeon 2) of the cases.
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1 Introduction

Legg-Calvé-Perthes (LCP) is one of the most common orthopedic hip disorders in
young children [16]. It is caused by insufficient blood supply in the femoral head,
leading to necrotic bone tissue and deformation of the femoral head. Impaired
hip function, pain and early joint degeneration can be noted as the main condi-
tions associated with LCP [16]. One possible joint-preserving surgical treatment
is called Femoral Head Reduction Osteotomy (FHRO), which is, however, rarely
performed due to its underlying complexity [33]. Note that even the largest radi-
ological FHRO studies have study sizes of max. 20 patients from multiple centers
and over the course of 5 years [19]. FHRO requires to execute two intra-articular
osteotomies dividing the femoral head into three parts: a stable part, a central
necrotic wedge and a mobile fragment (Fig. 1 C). Afterwards, the central part
is resected and the mobile fragment is realigned to its new position and secured
using screw implants. The reconstruction is considered successful, if the resulting
femoral head is spherically shaped, resembling a healthy joint (Fig. 1 C).
Computer-assisted 3D surgery planning for FHRO is still in its infancy and thus
it consists of an extensive manual surgery planning process performed in collab-
oration between the surgeons and the technical staff. Currently in our clinics,
planning is performed on CT-reconstructed 3D bone models using an in-house
planning software [9]. The software allows the user to define 3D planes, which
can be placed and moved freely in 3D space to define the osteotomies. After
simulating the osteotomies, the mobile fragment can be reoriented to its desired
position through mouse interaction. During planning, five main clinical criteria
are considered [9]. First, the reconstructed femoral head must adhere to a spher-
ical geometry. Second, the deformed central bone area of the femoral head is
necrotic, while the area along the widest diameter of the femoral head can be
assumed intact. Therefore, the wedge should comprise most of the necrotic bone,
while intact bone and cartilage should be preserved. Third, the areas where the
blood supply to the bone is introduced and arteries are originating, must be
avoided during cutting (no-go zones EN1, EN2 in purple, Fig. 1 A). Fourth, the
residual articular step-off between the contact surfaces of the fragments must
be kept at a minimum (Fig. 1 C). Lastly, to ensure biomechanical stability, a
sufficiently large neck pillar should remain (Fig. 1 C).
The creation of a surgery plan is a difficult three-dimensional (3D) geometrical
problem, which can take up to several hours per patient [9], since 16 partially
interdependent parameters have to be defined to fully describe the location of
the two cutting planes and the mobile fragment. This illustrates the necessity of
an automatic planning approach that reduces manual workload and treatment
costs. Although numerous methods for automating surgery planning of ortho-
pedic interventions have been proposed [11], clinical-grade planning solutions
of complex interventions such as FHRO are still obtained manually [29]. One
reason is that automating surgical planning by mathematical optimization (as
proposed in [23,4,6,5]) requires handcrafted and fine-tuned multi-objective func-
tions, which means a costly development that is only worthwhile for frequent
pathologies. Moreover, optimization-based approaches are computationally ex-
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pensive to evaluate, have poor generalization and show a tendency to converge
to local minima.
Over the past few years, data-driven methods such as deep learning (DL) have
become one of the most efficient techniques for solving complex medical problems
[29,32,7], as in such methods extraction of handcrafted features and the mod-
eling of objective functions are not required anymore. Only a few approaches
have been described for the task of surgery planning of orthopedic interven-
tions [13,28]. Kulyk et al. [13] presented a DL approach for the planning of
total shoulder arthroplasty by inferring the position of the cutting plane from
CT data. However, the lack of large training data remains a common problem
of data-driven methods, particularly in rare interventions such as FHRO. To
address this limitation, Deep Reinforcement Learning (DRL) has become an ex-
citing alternative to supervised learning (SL) for solving problems in the medical
domain [30,12,31]. Unlike SL, which can only perform as good as the data allows,
DRL learns from own experiences and therefore may enable super-human per-
formance [18]. However, DRL approaches tend to fail when it comes to transfer
the trained agent from simulation to the real data and the real-world problem
[20].
In this study, we propose an automatic approach for the surgery planning of
FHRO based on DRL. A key contribution of our approach is the development
of a simulation environment tailored to orthopedic interventions which is based
on an analytical representation of real patient data, thereby overcoming con-
vergence, noise, and dimensionality problems. To the authors’ knowledge, our
approach is the first to successfully use DRL to solve the task of surgery plan-
ning of orthopedic interventions on real patient data.

2 Methods

Our key idea to enable the transfer of DRL to the surgery planning task, is the use
of an analytical representation of real patient data in a simulation environment
tailored to FHRO. Section 2.1 describes how the mapping between real patient
data and analytical anatomy was performed. Thereafter, the DRL environment
for simulating FHRO is described in section 2.2, whose output were the optimal
poses of the two cutting planes P1 and P2 as well as the transformation T
required for realigning the mobile bone fragment. Details on the training of
the agent are given in section 2.3. The implementation is publicly available:
https://rocs.balgrist.ch/open-access/.

2.1 Analytical Representation of the Anatomy and Intervention

In contrast to the spherical shape of a healthy femoral head, a typical patholog-
ical femoral head resulting from LCP, resembles the shape of a mushroom with
an extra large horizontal diameter [33]. To model this kind of pathological bone
morphology, we chose an ellipsoid EP with semi-axes wp, dp, hp and center −→cp,
while a sphere G with radius rg and center −→cg was used as the reconstruction
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template (goal sphere)(Fig. 1 A).
The analytical models were derived from 3D triangular surface models of the
patients’ femur and pelvis bones provided by our clinics from patients who
underwent computer-aided surgery (see [9] for information about patient de-
mographics, CT protocol and segmentation). The ellipsoid representation was
calculated using least-squares fitting to the convex hull [2] of all surface points
of the pathological head. The convex hull was necessary, to avoid fitting to tun-
nels or holes, which may be present in deformed femoral heads. The areas which
must be avoided during cutting, referred to as no-go zones ENk were modeled
as ellipsoids with semi-axes wnk, dnk, hnk and center −→cnk ∀ k ∈ {1, 2}. The
no-go zone ellipsoids were manually placed on the pathological bone model on
locations where the crucial anatomical soft-tissue structures like blood vessels
are present (Fig. 1 A). The goal sphere G was derived as follows. For patients
with a healthy contralateral femur, the contralateral bone model was mirrored
and registered to the pathological femur model using ICP [22]. Afterwards, G
was created by fitting a perfect sphere to the mirrored contralateral femur using
least-squares [24] (Fig. 1 A). In case of a pathological contralateral femur, the
center of the goal sphere −→cnk was estimated by the mechanical joint center of the
acetabular surface and its size was determined by adjusting the sphere diame-
ter until it covered the healthy portion of the femoral head [21,9]. Furthermore,
we modeled two intact and one necrotic bone area as Gaussian distributions
IZ1(−→µ 1, Σ1), IZ2(−→µ 2, Σ2), NZ(−→µ 3, Σ3) respectively (Fig. 1 E). The necrotic
bone areas were manually selected by the surgeons on the segmented 3D bone
surface (recognized by bump-like irregularities), using the original CT data as
decision support. The fitted ellipsoids EP , ENk and the goal sphere G, as well
as the Gaussian distributions IZ1, IZ2, NZ served as input for the simulation
environment described in the following section.
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Fig. 1. Overview of our DRL implementation of FHRO. A shows the analytical rep-
resentation derived from patient data, B represents the DRL method with the reward
function terms (D, E, F, G) and C illustrates how the DRL output was applied to the
real patient mesh.
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2.2 Environment

Mathematically, a reinforcement learning problem is described as a Markov De-
cision Process, corresponding to a 4-tuple (S,A,P ,r), where S ∈ RN denotes the
state space, A ∈ RM represents the action space, P (st+1|st, at) represents the
state transition probability and rt(st, at) is the reward the agent receives as feed-
back from the environment after taking action at in state st. To find the optimal
policy πθ, the agent’s objective is to maximize the sum of expected rewards J(θ)
throughout an episode t = [t0, . . . , tn]. In our simulation environment, states and
actions were modeled as continuous parameters. A state st ∈ S in time step t is
defined as

st = (α1, β1, γ1, α2, β2, γ2, dp, hp, rg,
−→cn1,−→cn2, C) (1)

The first six values describe the two cutting planes P1 and P2 in a Cartesian
coordinate system by αj = x cosβj sin γj + y sinβj sin γj + z cos γj ,∀ j ∈ {1, 2},
where αj , βj and γj denote the radial distance, the azimuthal and polar angle,
respectively. Set C represents the patient anatomy and consists of parameters
wp, wnk, dnk, hnk, −→cg, IZ1, IZ2, NZ as defined in section 2.1. The state vector
was normalized such that wp was always equal to one. To keep the state space
small, the parameters were described with respect to the center and axes of EP .
In the initial state st0 , the locations of planes Pj were initialized in the area
between the no-go zones, such that ((−→cn1 − −→p j) · −→n j)((−→cn2 − −→p j) · −→n j) < 0,
where −→n j and −→p j are the normal and a point of plane Pj .
At each time step, the agent updates the plane positions by action at = (∆α1,
∆β1, ∆γ1, ∆α2, ∆β2, ∆γ2, 0, . . . , 0︸ ︷︷ ︸

no update of dp, hp, rg, −→cn1,
−→cn2, C

) ∈ A, yielding the de-

terministic state transition st+1 = st + at.
Our reward function is designed to assess both the quality of the osteotomy

planes and the reattachment of the mobile fragment. For calculating the latter
in each step of the agent, EP is cut by P1 and P2 such that the central wedge
was removed and the remaining mobile fragment was reattached to the stable
fragment. The transformation matrix T used for reattaching the mobile fragment
was established by:

1. Rotating the mobile fragment around the intersection line of P1 and P2 to
align the two polytopes on P2

2. Rotating the mobile fragment around −→n 2, such that the major (and minor)
axes of the resulting cut surfaces of the intersections of EP with P1 and P2

are aligned
3. Transforming the mobile fragment such that the two upper points of the two

minor axes are concentric

After fragment realignment, the agent received a reward rt(st, at) based on
the weighted average of four terms quantifying the four clinical objectives de-
scribed above (Eq. 2).

rt(st, at) = −w1fvol dif + w2fgood vol − w3fnogo − w4fsmooth (2)

The four terms were modeled as follows.
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fvol dif The degree of head sphericity was designed as a negative reward re-
flecting the deviation of reconstructed bone shape to the goal sphere G and
was modeled as the volume of the Boolean difference (XOR) between G and
the post-resection bone shape (Fig. 1 D). To reduce computational complex-
ity, we approximated the Boolean operation by evaluating the distances of
closest points from the union of the mobile and the stable fragment (Res)
to G at uniformly sampled points with a resolution of approximately 0.12
points/mm2.

fgood vol This reward reflects the surgical objective of bringing intact bone re-
gions into the weight-bearing zone (Fig. 1 E). Let V be the set of points
obtained by sampling equally distributed points with a resolution of 0.05
points/mm3 from Res. fgood vol was defined as γ1(V )+γ2(V )−γ3(V ), where
γ1(), γ2(), γ3() denote the Gaussian measure for IZ1, IZ2, NZ respectively.

fnogo If a cut is performed through a nogo-zone, the following large penalty is
given (Fig. 1 F):

fnogo =


40 if ∃j, k ∈ {1, 2},∃−→v ,−→w ∈ ENk, |−→n j · (−→v −−→p j) > 0

∧−→n j · (−→w −−→p j) < 0

0 otherwise

(3)

fsmooth This term implements the surgical objective that the intra-articular
step-off between the reattached fragments should be minimized. We modeled
this relationship as the area calculated by the Boolean subtraction of the cut
surfaces of the mobile fragment and the stable fragment after realignment
(see red surface in Fig. 1 G).

The weights were empirically set according to their clinical importance, the
sphericity fvol dif being the most important factor (w1 = 15), followed by the
no-go zones fnogo (w3 = 1), the smoothness area fsmooth (w4 = 5) and the bone
quality fgood vol (w2 = 1.5). The agent optimized over a reward range of -40 to
2, where a negative sign did not necessarily represent a penalty.

2.3 DRL Method Training and Evaluation

Due to the encouraging results reported on learning in continuous parameter
spaces [10,8,26,17,3,15,25], we chose policy gradient (PG) algorithms for training
our agent. PG methods aim to optimize the policy directly by computing the
gradient of the objective function (Eq. 4). According to Policy Gradient Theorem
[27], the derivative of the expected sum of rewards J(θ) is the expectation Eπθ
of the product of the sum of rewards R(τ) and gradient of the log of the policy
log(πθ(τ)):

∇θJ(θ) = Eπθ [R(τ)∇θ log (πθ(τ))] = Eπθ

[
R(τ)

(
tn∑
t=t0

∇θ log (πθ(at|st))

)]
(4)

Among different actor-critic algorithms [10,8,26], we found the Proximal Policy
Optimization (PPO) [26] to perform best for our problem in terms of learning
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progress, achieved rewards and low standard deviation, by defining the objec-
tive J(θ) as a weighted average between an adaptive KL penalty and a clip-
ping mechanism. In our implementation, the actor and critic neural networks
each contained two hidden layers, 512 nodes of ReLU activation functions and a
learning rate of 5× 10−5. Approximately 5’000 episodes (or 500’000 time-steps)
were necessary to reach acceptable results and generally after 10’000 episodes
the agent peaked.
The training was performed on simulated data only. dp, hp, rg and −→cnk were
reinitialized at the start of each epoch. To ensure an efficient training process,
the state parameters were constrained to lie within specific ranges. Every episode
lasted 100 time steps which was sufficient to find a global optimum in all our
experiments. The agent was trained using Ray’s RLlib [14] PPO implementa-
tion with a PPO clip parameter of ε = 0.3, a GAE lambda parameter of 0.95,
an initial coefficient for the KL divergence of w0 = 0.6 and a KL target value of
wend = 0.01. An asynchronous learning process was used with 8 workers, a SGD
minibatch size within each epoch of 1024 and a total size of each SGD epoch
16384.

3 Results and Discussion

The network was evaluated on unseen CT-reconstructed 3D models of 11 LCP
patients of which 8 underwent an FHRO surgery between June 2017 and Novem-
ber 2019. For those 8 cases, our method was compared to a gold standard 3D
surgery planning (GS), which had been created manually by an expert hip sur-
geon together with engineers. Two hip surgeons, one world-recognized expert in
FHRO (referred to as S1) and a board-certified orthopedic hip surgeon of our
institution (referred to as S2), performed a qualitative evaluation and classified
our surgery planning solutions into four categories: not acceptable, acceptable,
equally good (as the GS) and better (than GS). The evaluation was based on
the 5 clinical criteria mentioned in the introduction which were: 1) spherical
geometry, 2) bringing the intact bone into the load bearing zone, 3) intact no-go
zones, 4) minimal residual articular step-off and 5) sufficiently large neck pillar.
As shown in table 1, their evaluations demonstrated that the DRL solutions
were equally good or better than GS solutions in 80 percent (judged by S1) and
100 percent (judged by S2) of the cases. The poorer grading for case 6 and 8
were due to the size of the reconstructed head, which was slightly too large.
In addition to these cases, our approach was applied to 3 more cases lacking
a GS solution for which it generated clinical-grade solutions classified as ’ac-
ceptable’ by both experts. A detailed visualization of the DRL solutions of all
cases can be found in the supplementary material. Furthermore, a quantitative
analysis was conducted by evaluating four metrics: The average volume differ-
ence between the goal sphere and the reconstructed bone was superior for GS
(µgs = 15.20%, σgs = 7.79%) compared to DRL (µdrl = 20.86%, σdrl = 4.62%),
which was in-line with the qualitative evaluation, where the size of the recon-
structed head was criticized. The mean Hausdorff distance between DRL/GS
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Table 1. Qualitative evaluation by a world-recognized FHRO expert (S1) and a board-
certified orthopedic hip surgeon (S2) on 11 patients by grading solutions into ’not
acceptable’ (NA), ’acceptable’ (A), ’equally good as GS’ (E) or ’better than GS (B).
Cases 1-8 were evaluated in comparison to the GS, whereas for cases 9-11 no GS
was available and therefore could only be classified as either ’acceptable’ (A) or ’not
acceptable’ (NA).

case 1 2 3 4 5 6 7 8 9 10 11

S1 E B E B B A B A A A A

S2 E B B E B B B E A A A

solutions and the goal sphere was slightly in favor of DRL (µgs = 3.80mm,
σgs = 1.33mm, µdrl = 3.41mm, σdrl = 1.01mm). According to our goodness
measure fgood vol, DRL is similar in preserving intact bone tissue (µgs = 0.72,
σgs = 0.09, µdrl = 0.71, σdrl = 0.12). Moreover, in DRL, the bone contact sur-
faces of the fragments were on average more similar according to fsmooth, which
led to a smaller residual articular step-off (µgs = 98.57mm2, σgs = 41.58mm2,
µdrl = 78.68mm2, σdrl = 42.37mm2). DRL and GS solutions for case 5 are visu-
alized in Fig. 3. The average error of the ellipsoid fit with the original femoral
head shape, was 0.9 mm (closest-point RMSE). We further evaluated the differ-
ence between the manually defined and analytically modeled necrotic zone for
one example case, yielding a closest-point RMSE of 1.3 mm.

GSDRL

Fig. 2. Visualization of DRL (left) and GS (right) solution for case 5. A visualization
of all patient cases can be found in the supplementary material.

Our results indicate that DRL is capable of outperforming human planners
in the herein presented FHRO surgery planning task. A clear benefit of our
approach over supervised methods is, that no training data is needed. In contrast
to standard optimization [6], we achieved clinical-grade results only with a simple
reward function thanks to our analytical approach.

Although the analytical representation works well for FHRO, it may be more
difficult to generalize it to other anatomies and interventions. Furthermore, even
though our reward function was carefully engineered and designed based on
well-established clinical criteria where each component was tested individually
by capping the remaining rewards, reward hacking may have still occurred [1].
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Moreover, our approach simplified the integration of other anatomical structures
to no-go zones modeled as ellipsoids. The application of DRL directly on imaging
data could be a possible solution in cases were analytical modeling is impossible,
but achieving robust solutions in such high-dimensional and noisy data remains
a challenge addressed in future work.

4 Conclusion

In this study, we presented the first successful application of DRL to orthopedic
surgery planning. A simulation environment tailored to orthopedic interventions
was developed, which leverages an analytical representation of patient data in or-
der to overcome convergence, noise and dimensionality problems. We believe that
this work will contribute to future planning approaches which will be eventually
capable of solving complex surgical problems with super-human performance.
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