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Expensive GPU Server Is under Low Utilization
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LLM Inference Decoding
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GPU Memory Capacity Limits LLM Inference Batch Size
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Batch Queries in Decoding
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Operational Intensity = 16 Ops/Byte

LLM Inference Has Low Operational Intensity
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Operational Intensity = 16 Ops/Byte

LLM Inference Has Low Operational Intensity
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PIM Provides High Memory Bandwidth
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LLM Inference Requires Large Memory Capacity
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https://docs.anthropic.com/en/docs/about-claude/models, The Llama 3 Herd of Models, DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning
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CXL Interconnect Provides Substantial Memory Capacity
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CENT Architecture
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Full Transformer Block Execution on the CXL Device
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CXL Device Architecture
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Parallel Model Mapping
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Evaluation Methodology
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CENT versus GPU Baseline
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System CENT GPU

Hardware 32 CXL Devices 4 NVIDIA A100

Memory 512 GB, GDDR6 320 GB, HBM2E



CENT versus GPU Baseline
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CENT versus GPU Baseline
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CENT versus GPU Baseline
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System CENT GPU

Hardware 32 CXL Devices 4 NVIDIA A100

Memory 512 GB, GDDR6 320 GB, HBM2E

Compute Throughput 608 TFLOPS 1248 TFLOPS

Peak Bandwidth 512 TB/s 8 TB/s
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Long Context and QoS Analysis
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Decoding Throughput Comparison at 4K Context
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CENT: A CXL-Enabled PIM System  
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