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				  Data-Driven Programming Models
				  Read more...

				

				
				  close
				  Data movement minimization has become the most important factor in performance optimization. We make performance programming easier by rethinking existing paradigms, via new representations and workflows that expose optimization opportunities and utilize hardware efficiently.

				  	DaCe (SC'19, GB'19, CGO'21, SC'21, ICS'22, SC'22a, SC'22b, Website, Code)
	Groute (PPoPP'17, TOPC'20, Code)
	MAPS (TACO'15, SC'15, Website, Code)
	VirtualCL (PPAAC'10)
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				  Learnable Code Representations
				  Read more...

				

				
				  close
				  Machine learning on code can be challenging if it is treated as text. We create new intermediate representations of code that can be used for automatic comprehension and performance optimization.

				  	ProGraML (ICML'21, Code)
	Neural Code Comprehension, inst2vec (NeurIPS'18, Code)


				

			  

			  
				
				  [image: ]
				

				
				  Large-Scale Machine Learning
				  Read more...

				

				
				  close
				  Scaling machine learning to large clusters poses challenges, from I/O to optimizers. We tackle communication, neural network architectures, and reproducibility - from theory to practice.

				  	DaCeML (ICS'22, Code)
	Partial Collective Communication (PPoPP'20, TPDS'20)
	Deep Learning Reviews (Sparsity, Parallel and Distributed Computing)
	Deep500 (IPDPS'19, Code)
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				  Deep Learning for Scientific Computing
				  Read more...

				

				
				  close
				  Using deep neural networks and creating datasets to improve scientific computing applications. Examples include improving weather uncertainty quantification and deforestation prediction.

				  	Ensemble weather forecasts (MLPS'19, RSTA'21, Code)
	The MAELSTROM project


				

			

		  

		  

          

          
            Software

            	
                DaCe - Data-Centric parallel programming framework for CPUs, GPUs, and FPGAs.
              
	
                Deep500 - An HPC Deep Learning benchmark, competition, and meta-framework.
              
	
                MAPS - Device-level GPU memory abstraction and code optimization library.
              
	
                CUDNN Training
                - A CUDNN-based minimal deep learning training code sample using LeNet.
              
	
                MGBench
                - Multi-GPU computing benchmark suite.
              
	
                ceres-windows
                - Windows port of the ceres-solver nonlinear
                optimization library.
              
	
                Klogger - A Linux Kernel Logging Framework.
              
	
                X+ - Numerical Analysis Tool for Solution and Powder Scattering
                Structure Factor of Macromolecular Systems.
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